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HIGHLIGHTS

« Data carving tools support advanced data recovery, digital investigations, and digital discovery.
« Scalpel3 is the first open source framework for supporting contiguous and fragmented data carving at scale.
« Scalpel3 supports pluggable file and block validators as well as custom reassembly strategies.

ARTICLE INFO ABSTRACT

Keywords: File carving recovers files from raw storage without filesystem metadata, a key capability in digital forensics,
File carving data recovery, and digital exploration. Existing tools recover contiguous files effectively, but, to our knowledge,
D?ta carving no publicly available, format-agnostic, high-performance framework exists in which researchers can develop and
File recovery deploy new fragmented recovery strategies. Scalpel3 fills this gap with a massively threaded architecture for con-

Fragmented data recovery
Digital exploration
Digital forensics

tiguous and fragmented recovery. Researchers need only write single-threaded validation and reassembly code
for a new file type; Scalpel3 supplies worker scheduling, synchronization, checkpointing, and I/0. This separa-
tion allows new recovery methods to be added without modifying the backend infrastructure. The architecture
also integrates the ONNX Runtime, allowing learned models to be used within validators and recovery strate-
gies. Operational features include interactive human-in-the-loop control, block deduplication, persistent restart
checkpoints, incremental output, and a FUSE filesystem for hybrid workflows.

We evaluate Scalpel3 on a mixed corpus of more than 80,000 files under contiguous recovery and three
controlled fragmentation scenarios: gaps, out-of-order block placement, and both together. Results show fast and
accurate contiguous recovery and demonstrate that Scalpel3’s massively threaded architecture makes validated
fragmented results available substantially earlier than single-threaded execution. Furthermore, strategies tailored
to individual file types maintain high overall accuracy across increasingly difficult layouts. Together, these results
demonstrate that Scalpel3 provides a practical foundation for developing and deploying fragmented recovery
strategies at scale.

1. Introduction is important in data recovery tasks where filesystem metadata is missing
or intentionally destroyed, such as after file deletion or drive reformat-
ting. Because it recovers data from file contents alone, carving can also
recover files from damaged storage media, where filesystem metadata

File carving is the process of recovering files from raw disk images
or other media without relying on filesystem metadata. This technique
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Disk image as seen by the carver: no filesystem metadata
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Fig. 1. The fragmented file carving problem. The carver sees only a raw sequence of blocks with no filesystem metadata. The target file is split into two fragments
separated by unrelated data and free space; header and footer signatures (H, F) bound the candidate, and block validation and reassembly recover and join its blocks

into the original file.

may be unreadable. File carving also supports “digital exploration”: ex-
amining a storage device of unknown origin without prior knowledge of
its contents or a predefined investigative target.

Traditional file carvers operate by scanning for header and footer sig-
natures to identify file boundaries, performing consistency checks, and
copying all data between these markers. This technique assumes that
files are stored contiguously, an assumption that holds for many files in
practice, although in many cases files are not stored contiguously (van
der Meer et al., 2021). Files can become fragmented as they grow or are
updated, particularly on volumes with limited contiguous free space.
When a file is fragmented, its data is split into multiple noncontiguous
regions, interleaved with unrelated data and free space. Fig. 1 illus-
trates the resulting recovery problem: a carver sees only a raw sequence
of blocks with no filesystem metadata, and must locate a fragmented
file’s blocks, distinguish them from unrelated data, and reassemble them
in the correct order. Traditional file carving tools, which simply copy
the contiguous span between a header and footer, are not equipped to
recover such files.

Device damage can also leave only partial file fragments recov-
erable. Traditional carving may recover contiguous remnants, but it
cannot reconstruct a file whose surviving blocks are noncontiguous
or out of order. Even with manual intervention, reconstructing a file
from disordered fragments remains challenging. Worse, naively try-
ing every possible selection and ordering of candidate blocks creates
a vast combinatorial search space that quickly becomes infeasible to
handle.

This paper introduces Scalpel3, a flexible and extensible open source
file carving framework (Richard, 2026). While earlier versions of Scalpel
focused on high-speed contiguous carving on computers with mod-
est computational capabilities (Richard and Roussev, 2005), Scalpel3
introduces a modular validator and reassembly framework, reassem-
bly heuristics informed by locality and file structure, integrated sup-
port for learned models through the ONNX Runtime (ONNX Runtime
Developers, 2026), and support for fragmented file recovery through a
massively threaded architecture.

Scalpel3 avoids exhaustive search by combining an architecture de-
signed for high performance with constraints and heuristics derived from
the structure of each supported file type. Many file types, including ex-
ecutable binaries, images, and compressed archives, contain internal
patterns and structural constraints that guide reconstruction and vali-
dation. Strategies that exploit this information prune the search space
and make fragmented recovery practical.

1.1. Contributions

Scalpel3 has three primary goals: to provide a general-purpose,
extensible framework in which both contiguous and fragmented carving
strategies can be implemented, tested, and deployed; to lower the barrier
between published carving techniques and tools that practitioners can
use; and to recover both contiguous and fragmented data as quickly and
accurately as possible on modern hardware. Performance and practical-
ity support these goals: speculative fragmented reassembly is tractable
only on a fast backend, and real investigations require checkpointing,
operator control, and interoperability with other tools. Throughout the
paper, high performance means short wall-clock time to as many vali-
dated, recovered files as possible and scalable reduction of the required
time on platforms with more resources (specifically, physical cores and
RAM).

The contributions of this paper are:

An extensible, massively parallel carving architecture in which
researchers implement single-threaded validation and reassembly
logic for individual file types, while the backend supplies thread
pools, I/0, synchronization, and checkpointing. Researchers do not
create or manage threads (Section 3).

Public application programming interfaces (APIs) for block valida-
tors, file validators, per-block and per-candidate state, and custom
reassembly strategies, with ONNX support for learned models
within these components. New file types are added through these
interfaces without modifying the backend (Section 4).

A toolchain for reproducible experiments and hybrid workflows:
a generator for synthetic disk images with controlled fragmenta-
tion, blockmap construction and maintenance utilities, and a FUSE
filesystem that exposes only the uncovered portion of an image to
other tools (Section 5).

Case studies showing how the structural signals available in a file
format, such as checksums, chunk structure, decodable streams,
and internal metadata, translate into validation and reassembly
strategies (Section 6).

An extensive performance evaluation on a corpus of more than
80,000 files, covering contiguous recovery with zero and random
padding and fragmented recovery with gaps and out-of-order block
placement, while measuring performance across increasing thread
counts (Section 7).

An open source release of the complete system and toolchain under
the GPLv3.
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To our knowledge, Scalpel3 is the first publicly available carving
framework that combines general-purpose extensibility, recovery of
both contiguous and fragmented files, and massively parallel execution.

The remainder of the paper is organized as follows. Section 2
reviews the history of file carving and recent advances, motivating
the need for a general high-performance framework. Section 3 out-
lines Scalpel3’s architecture, core data structures, and recovery phases.
Section 4 introduces the public APIs for extending Scalpel3 with new
file types. Section 5 details the Scalpel3 toolchain, including dataset
generation, blockmap maintenance utilities, and blockmap-based hy-
brid workflows. Section 6 presents case studies for representative file
types. Section 7 contains our performance study. Section 8 discusses
limitations. Section 9 discusses directions for continued research, and
Section 10 concludes the paper.

2. Related work

Over the past twenty-five years, file carving research has devel-
oped along three complementary paths: (1) signature-based recovery of
largely contiguous files, (2) fragmented file recovery, and (3) statistical
and machine learning (ML) methods for fragment classification. Each
addresses a different part of the recovery pipeline, and all three have
shaped Scalpel3’s design.

2.1. Header—footer carving

Header—footer file carvers identify candidate files by scanning for
known header and footer signatures and extracting the intervening
bytes. Early tools such as Foremost (Kendall and Kornblum, 2001)
performed header—-footer carving using configuration-defined signa-
tures with minimal structural validation. Scalpel v1 (2005), based on
Foremost 0.69, introduced substantial performance optimizations while
retaining a largely contiguous carving model (Richard and Roussev,
2005). While simple and effective for contiguous recovery, such ap-
proaches are prone to false positives when signatures are not paired with
strong format checks. Scalpel development was rapid during this pe-
riod: experimental versions added multithreading and GPU-accelerated
searches (Marziale et al., 2007), and Scalpel v2 shipped with GPU-
accelerated header/footer search. OpenForensics later applied GPU
pattern matching to signature carving (Bayne et al., 2018). In-place
carving was explored in ScalpelFS and the independent CarvFS effort
to reduce wasted output I/0 and storage when many candidates are
produced (Richard et al., 2007; Dutch National Police Agency (KLPD),
2006). In parallel, PhotoRec emerged as a widely used open source,
signature-based carver with broad file type coverage and consistency
checks tailored to individual formats (Grenier, 2002). IPED, an open
source forensic platform, includes a signature-based carver (Brazilian
Federal Police and contributors, 2026). For recovery of unknown files,
however, these tools’ standard carving paths generally assume conti-
guity and offer limited support for fragmentation (PhotoRec’s optional
brute-force mode, developed for a DFRWS carving challenge, handles
some fragmented JPEGS).

Scalpel3 builds on this lineage while addressing the limitations
of prior tools. Unlike purely signature-based carvers, Scalpel3 intro-
duces an extensible framework for both contiguous and fragmented
file reassembly. Instead of parallelizing only select phases, Scalpel3
parallelizes everything: header/footer detection, block validation, file
reassembly, file validation, and I/0.

2.2. Fragmented file carving

General fragmented carving.  File carving research has increasingly fo-
cused on strategies for reconstructing fragmented files (Poisel et al.,
2011). One of the earliest approaches was bifragment gap carving (BGC),
introduced by Garfinkel (2007). BGC targets the bifragment case in
which a recognizable header and footer are present, but the contiguous
region between them fails validation, suggesting the file is split by an
intervening gap of unrelated sectors. The method enumerates candidate

gap sizes (and consistent split points), reassembles trial candidates, and
validates each until a consistent reconstruction is found. Garfinkel mo-
tivates BGC using bifragmented JPEGs from the DFRWS 2006 Carving
Challenge, where one or more sectors of unrelated data appear between
fragments. BGC addresses a restricted fragmentation model: it assumes a
file can be represented as two fragments separated by an unknown gap,
and it is most effective for formats with strong internal validation. Out-
of-order fragmentation receives less attention but is common: in a study
of 220 in-use Windows laptops, nearly half of fragmented files were
fragmented out of order (van der Meer et al., 2021). Huijsmans et al.
(2026) analyze that dataset and present a proof-of-concept implementa-
tion for out-of-order JPEG carving, together with a tunable test image
generator (Huijsmans et al., 2026). Their prototype uses known clus-
ter membership in place of a deployable file validator, leaving practical
validation and efficient out-of-order carving as open problems.

Format-specific validators. ~ General fragmented carving exposes a core
challenge: fragmentation creates too many candidate reconstructions.
As the number of fragments grows, the number of plausible ways to
order fragments, choose join points, and account for gaps increases
rapidly, making exhaustive search impractical. For this reason, modern
approaches rely on format-aware validators that enforce format con-
straints (e.g., required structures, internal offsets and lengths, checksums
such as cyclic redundancy checks (CRCs), coding constraints, and cross-
field consistency) to eliminate incorrect candidates early and cheaply,
substantially reducing the effective search space.

Image recovery (JPEG/PNG). Much of the work on format-specific
validation for fragmented recovery has focused on image formats, par-
ticularly JPEG. Early approaches emphasized content continuity rather
than byte signatures: building on context-based document fragment
reassembly (Shanmugasundaram and Memon, 2003), Memon and Pal
(2006) modeled extracted fragments as nodes in a graph with seam-
compatibility weights and posed reassembly as a maximum-weight path
problem, using heuristics to manage the NP-hard search space (Memon
and Pal, 2006). Pal, Sencar, and Memon (2008) extended this line
by adding sequential hypothesis testing for fragmentation point de-
tection, combined with the Parallel Unique Path (PUP) attachment
heuristic from Memon and Pal’s 2006 work, greedily attaching frag-
ments using seam metrics and reporting strong recovery on the DFRWS
challenge datasets (Pal et al., 2008; Digital Forensics Research Workshop
(DFRWS), 2006, 2007). This line of work was subsequently commercial-
ized as SmartCarving in Digital Assembly’s Adroit Photo Forensics (U.S.
Department of Homeland Security, Science and Technology Directorate,
2014).

Sencar and Memon (2009) addressed missing headers, constructing
pseudo headers with encoding parameters borrowed from related images
on the same medium (Sencar and Memon, 2009), and Uzun and Sencar
(2015) extended this to carving orphaned JPEG fragments (Uzun and
Sencar, 2015). Later work explored alternative ways to localize fragmen-
tation points and order fragments, including coherence-of-Euclidean-
distance (CED) block similarity (Tang et al., 2016) and bitstream-level
invalidation signals during entropy decoding (van der Meer et al., 2024).
Durmus, Korus, and Memon (2019) pushed the orphaned setting fur-
ther, combining photo-response non-uniformity (PRNU)-based camera
attribution with interval-graph assembly to reduce compatibility test-
ing, enabling reconstruction under severe interleaving when a camera
PRNU fingerprint is available (Durmus et al., 2019).

JPGcarve automates single-fragment and multifragment JPEG recov-
ery (De Bock and De Smet, 2016), and JpgScraper integrates JPEG data
classification into a carver with released source code (Uzun and Sencar,
2020). Beyond JPEG, Hilgert et al. carve PNGs syntactically, using chunk
structure and CRCs, in phases ordered from easy to expensive cases; their
prototype reassembles multifragment and out-of-order PNGs, and both
the carver and Woodblock, their dataset generation framework, were
released as open source (Hilgert et al., 2019).
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Beyond images. Fragmented carving has also extended beyond im-
ages. Bin-Carver (2012) presents an early proof-of-concept for carving
fragmented ELF executables without filesystem metadata (Hand et al.,
2012). It uses signature-based searches to locate main metadata struc-
tures and constraints from the program and section header tables to
bound plausible file regions. To reconnect noncontiguous blocks, Bin-
Carver uses function call evidence by identifying direct call patterns
and exploiting relationships between callers and callees, with recogniz-
able function prologues and procedure linkage table cues, to infer block
placement without full disassembly. In practice, linkage is strongest in
code-heavy regions; other sections are recovered more opportunistically
when they expose strong structural cues. OOXML documents have re-
ceived syntactical and hybrid classifier-based reconstruction methods,
with no released implementation (Boiko and Moskalenko, 2023; Boiko
et al., 2025). Fragmented video recovery has its own lineage: Defraser
and DC3Carver recover and repair fragmented video streams (Defraser’s
source remains downloadable though dormant since 2016) (Casey and
Zoun, 2014), and research systems have addressed DVR fragments,
content-based ordering of out-of-order fragments, and missing H.264 pa-
rameter sets (Park and Lee, 2014; Fang et al., 2020; Altinisik and Sencar,
2021), with no released implementations. Fragmented MP3 recovery has
used frame structure with VBR bitrate statistics (Sajja, 2010) and simi-
larity between the MDCT coefficients of neighboring frames (Taneja et
al., 2012).

These works span diverse strategies for fragmented recovery, from
bifragment gap models to executable linking guided by function call
evidence, and several produced implementations. Poisel’s multimedia
file carver implemented the SmartCarving phases with NCD collation,
PUP reassembly, and parallel per-file reconstruction paths (Poisel et
al.,, 2011, 2013); Revivelt, an earlier SmartCarving proof of concept
from the DFRWS 2006 and 2007 challenges, was released as open
source (Metz and Mora, 2007); Resurrection applied a three-phase carv-
ing model in a prototype JPEG carver (Lambertz et al., 2014); Excavator
generated format validators from declarative Derric descriptions and
performed bifragment gap carving on a 1 TB image (van den Bos and
van der Storm, 2012); Cohen (2007) formalized carving and applied
structure-based reconstruction to PDF and ZIP (Cohen, 2007); DECA im-
plements decision-theoretic carving with data detectors for JPEG and
PNG (Gladyshev and James, 2017; Odogwu et al., 2020); and LAYR
combines metadata-based reconstruction with carving in a modular
framework (Schneider et al., 2020).

None provides a usable general tool: Revivelt and Derric are available
as source, but Excavator and the multimedia file carver are not; the re-
maining systems are single-format or limited prototypes. None combines
publicly obtainable source code, format-neutral extension interfaces,
content-based recovery of previously unknown fragmented files, and
parallel execution across the major carving stages at demonstrated scale.
Scalpel3 provides that combination in a high-performance, open source
framework, integrating format-aware validators and reassembly func-
tions with massively threaded scheduling, checkpointing, and I/0 so that
new recovery strategies can be used in practical investigations.

2.3. File fragment classification

Alongside fragmented reassembly, a large body of work has stud-
ied file fragment classification, which aims to assign an unknown block
or fragment to a likely file type. Fragment classification is a useful sup-
porting capability for fragmented carving because it can guide candidate
search: for example, blocks with higher confidence in a target file type
can be tried earlier when extending candidates of that type.

Content-based file type identification began with whole files:
McDaniel and Heydari fingerprinted complete files using byte-frequency
analysis and cross-correlation (McDaniel and Heydari, 2003). Early
fragment classification applied lightweight statistical signatures to
blocks and clusters, including centroid-based byte-distribution mod-
els (Karresand and Shahmehri, 2006), statistical disk-cluster and

fragment classification (Veenman, 2007; Calhoun and Coles, 2008), and
compression-based similarity measures such as Normalized Compression
Distance (Axelsson, 2010). Later work adopted richer feature represen-
tations, including the ‘bag-of-bytes’ models with discriminative classi-
fiers (Fitzgerald et al., 2012), and incorporated limited context to better
handle compound or embedded content (Sportiello and Zanero, 2012).
Classical supervised pipelines, often based on support vector machines
(SVMs), provided strong baselines in this era (e.g., Sceadan) (Beebe
et al., 2013), and hierarchical schemes were explored to improve
fine-grained discrimination (Bhatt et al., 2020).

From the late 2010s onward, researchers increasingly applied deep
learning to fragment classification. Convolutional neural networks
(CNNs) were applied to learn features directly from raw bytes, replacing
hand-designed features (Wang et al., 2018), and a parallel line of work
converted byte blocks into grayscale images to leverage vision inductive
biases (Chen et al., 2018). FiFTy substantially increased scale by releas-
ing FFT-75 (75 file types) alongside a compact CNN classifier (Mittal
et al., 2021). Subsequent work refined efficiency and representations,
including separable convolutions (Saaim et al., 2022), learned byte
embeddings with nearest neighbor classification (Haque and Tozal,
2022), and hybrid recurrent/convolutional architectures (Skracic et al.,
2023). Transformer architectures continue this line, applying joint self-
attention across sector boundaries (Wang et al., 2024) and Swin-based
classification on FFT-75 (Guzhov and Wirth, 2025); ByteSCAN slices
fragments into fixed-size byte segments so that one model classifies
fragments of any size, with released code (Kim et al., 2026).

Despite these advances, fragment classification is usually evaluated
in isolation on shuffled labeled blocks. The integrations that exist are
format-specific: Qiu et al. feed SVM classification into PUP reassem-
bly for multimedia files (Qiu et al., 2014), RX_myKarve combines ELM
classification with genetic-algorithm reassembly for JPEGs (Ali and
Mohamad, 2021), JPEG-Restorer pairs syntactic JPEG carving with
thumbnail-affinity checks (Birmingham et al., 2017), and JpgScraper
classifies JPEG data inside its carver (Uzun and Sencar, 2020). Scalpel3
generalizes this integration through pluggable classifiers whose block
confidence scores can complement format-specific validation and guide
reassembly.

3. Scalpel3: architectural overview

Scalpel3 is a multithreaded file carving framework designed for
high-performance recovery of fragmented files from disk images and
other storage media. Its architecture consists of several coordinated
components that identify, reconstruct, and validate fragments using
format-specific knowledge at both the block and file levels. The core
components include the carver, file mirror, block and file validators,
and supporting data structures such as blockvectors, blockmaps, and
the promising queue. Fig. 2 summarizes the architecture, and Table 1
defines the principal terms used throughout the paper.

The carver coordinates both contiguous and fragmented recovery,
operating on a virtualized view of the disk image maintained by
the file mirror. The subsections that follow describe each component;
Section 3.2 traces them end to end on a small example image.

3.1. The carver

The carver coordinates the search, validation, and reassembly
threads that reconstruct files from a disk image. First, block validators
identify and annotate candidate blocks for each file type. Next, header
and footer identification locates candidate file boundaries, using either
regular expressions or custom discovery functions. After this one-time
initialization, recovery proceeds through three iterative phases: C, F1,
and F2. Fig. 3 summarizes the coordination of these recovery phases.

« C (Contiguous recovery): The carver attempts to recover files that
are logically contiguous. Recovery begins from a discovered header
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Fig. 2. High-level architecture of Scalpel3. The file mirror maps between actual and apparent block numbers, maintains the blockmap, and mediates I/0. The carver
annotates blocks, discovers file boundaries, validates contiguous candidates, and schedules partially validated candidates for fragmented reassembly. Each validated
recovery updates coverage, simplifying the apparent image for subsequent passes. The scalpel3-ctl utility provides operator control, and restart checkpoints

preserve the recovery state.

or custom boundary, constructs a candidate extent using footer ev-
idence, format metadata, or configured limits, and validates the
candidate. Since the file mirror hides already covered blocks, log-
ical contiguity can be revealed even if the file is fragmented.
Uncovered duplicate positions remain visible during contiguous
recovery so that deduplication does not alter the physical layout
being tested. Successfully validated files are written out, and their
blocks marked as covered. If validation fails but a partial struc-
ture is detected, the candidate is placed in the promising queue for
further analysis in F1. Phase C is fast and repeats because covering
each newly validated file can reveal additional logically contiguous
candidates.

F1 (Fragmented reassembly based on promising fragments): This
phase handles partially validated candidates that exhibit struc-
tural evidence but do not yet form complete files. Extending these
candidates is generally more expensive than C, but their existing
structural evidence makes the search more constrained than in
F2. The carver attempts to extend candidates until they validate
or are discarded. At checkpoints that merge blockmap updates,
C recovery is restarted when new files have validated, allowing
newly exposed logical contiguity to be exploited before fragmented
reassembly resumes.

F2 (Fragmented reassembly based on remaining headers/foot-
ers): When the promising queue has no candidates available for
dispatch, F2 creates new candidates from remaining unprocessed
headers or footers. Active F1 candidates may still be running; the
new candidates enter the same queue and keep otherwise idle re-
assembly threads supplied with work. Because these candidates
begin with little structural evidence, their search space is large and
may require substantial backtracking. F2 therefore gives priority to
more constrained promising candidates before adding speculative
work.

The phases prioritize easy recoveries first, remove the blocks of val-
idated files from the search space, and escalate progressively to more
expensive strategies. The phases are not strictly linear: the system re-
peatedly transitions between them as block coverage evolves. During
F1, reassembly threads pause at periodic checkpoints (Section 3.8): the
primary blockmap is updated to reflect newly covered blocks, and active
candidates are returned to the promising queue with priorities adjusted
for their accumulated service time before Phase C is retried. During frag-
mented recovery, candidates are scheduled by accumulated service time
so that work is distributed across the promising queue.

These phases are driven by dedicated thread pools and shared can-
didate queues. Header/footer discovery populates the database used by
C to construct candidates; candidates that validate only partially enter
the promising queue before being dispatched to a reassembly thread.
The carver manages these transitions using priority queues and several
dedicated thread pools:

+ Header/footer search: At startup, this pool performs lightweight
boundary scans based on signatures, magic bytes, or other distin-
guishing patterns. The results populate the header/footer database,
which later supplies entry points for contiguous recovery and,
when needed, F2 candidate creation. The scan uses portable single
instruction, multiple data (SIMD) operations, with NEON on ARM
processors and AVX2/AVX-512 on Intel/AMD processors where
available; in our measurements, vectorized scanning is faster than a
scalar implementation by up to 2.2x on Apple Silicon and 4.7x with
AVX-512. Simple literal signatures and alternations in regular ex-
pressions that can be reduced to literal patterns use the SIMD path.
Patterns requiring custom discovery functions or general regular
expression matching are handled by conventional search threads.
File and block validation: Invokes block validators (early
in execution) and file validators (throughout all phases) to
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Table 1
Principal architectural terms.
Term Meaning
Block Fixed-size unit of recovery; the granularity at which

data is tracked and reassembled

The raw disk image; an actual block number is a
physical position in it

The logical view with covered blocks removed; positions
renumber as coverage grows. Uncovered non-exemplar
duplicates remain visible to contiguous recovery

A block currently excluded from the apparent im-

age, typically after validated recovery or an explicit
blockmap update

Identical blocks are coalesced for fragmented recov-

ery; the exemplar is the single representative, while
contiguous recovery retains uncovered physical copies
Count of in-progress reassembly candidates currently
holding a block; soft coverage that discourages, but does
not forbid, reuse

Per-block store of coverage, duplication, and reservation
state; the primary copy provides the covered view, and
a shadow copy accumulates updates that are merged at
synchronization points, including between successful
contiguous passes and at periodic checkpoints

A candidate’s ordered sequence of chosen blocks, with
the apparent-to-actual mapping and per-slot alternatives
A partially validated candidate awaiting reassembly in
the promising queue

Priority queue that schedules promising candidates by
accumulated service time

The I/0 layer that maintains the actual and apparent
views and mediates all block reads and writes

Actual image

Apparent image

Covered block

Duplicate, exemplar

Reservation

Blockmap

Blockvector
Promising candidate
Promising queue

File mirror

MoDiCo Scalpel3’s custom learned block classifier, which assigns
initial block type predictions
C, F1,F2 The recovery phases: contiguous recovery, reassembly

of promising candidates, and creation of speculative
candidates from unused headers and footers

Inclusive byte offset of the last byte known to be format-
consistent for a reassembly candidate; reported by file
validators

Merges accumulated shadow blockmap updates into

the primary blockmap, so later recovery passes see new
coverage

Publishes in-progress reassembly work for examination
by operators and visualization tools

Serializes restartable state to disk so carving can resume
with little lost work

validates_to

Periodic checkpoint

Progress checkpoint

Restart checkpoint

assess structural correctness of file candidates and promising
fragments.

+ Reassembly: Invokes the core reconstruction logic that extends
fragments, calling validators, reassembly functions, and perform-
ing backtracking. This thread pool also monitors a kill queue to
terminate candidates marked for abandonment by the operator or
deemed unnecessary or duplicative by the carver.

Finally, the carver allows for checkpointing and operator control.
Specifically, state can be flushed to disk and threads halted using
global synchronization primitives, so that carving can resume from a
restart checkpoint. Through the scalpel3-ctl utility, operators can
issue commands to checkpoint, query status, or abandon specific can-
didates if necessary. This feature provides human-in-the-loop control of
long-running jobs.

3.2. A running example

The example image has fourteen 16 KiB blocks (Fig. 4). Blocks 3-4
hold a small contiguous JPEG. A three-block PNG, PNG-1, is split around
it: blocks 1-2 and block 5. A second, four-block PNG, PNG-2, occupies
blocks 6-7 and 10-11, separated by a filler block (8) whose content
recurs at block 12 and by an unrelated block of compressed data (9).
Blocks 0 and 13 are unrelated. Throughout, we track each candidate’s
blockvector, written as the sequence of actual block numbers it holds,

and the coverage (C), duplicate (D), exemplar (E), and reservation (T)
entries of the blockmap (Section 3.6); Table 2 summarizes the state after
each step.

1. Initialization. Blockmap construction finds that blocks 8 and
12 are identical: 8 becomes the exemplar and 12 a non-
exemplar duplicate that fragmented recovery will never see.
Block validation begins with MoDiCo, the learned block classifier
(Section 3.7.1), which produces content class confidence scores
for each exemplar block; duplicate blocks inherit the scores as-
signed to their exemplar. Blocks belonging to the two PNGs and
the JPEG receive high scores for their respective types, while the
filler and unrelated blocks receive low scores for each type. None
are excluded because MoDiCo prioritizes blocks but never invali-
dates them. The block validators run next; each receives MoDiCo’s
confidence and may retain or change it while recording additional
block state. The PNG block validator records each block’s CRC32,
which becomes part of the index that reassembly consults later
(Section 6). Header/footer discovery then populates the database:
PNG signatures at blocks 1 and 6, IEND footers at 5 and 11, and
the JPEG pair at 3 and 4.

2. First contiguous pass. Phase C pairs headers with footers and vali-
dates the apparent spans. The JPEG (blocks 3-4) validates and is
written; its blocks are marked as covered. The PNG-1 candidate
spans blocks 1-5 and fails when validation reaches JPEG data: the
validator’s per-block CRC checkpoints identify the end of block
2 as the last consistent boundary, so the candidate is truncated
to the promising fragment (1,2) and enqueued. The PNG-2 can-
didate (blocks 6-11) is truncated in the same way to (6,7) and
enqueued.

The next four subsections each end with an Example paragraph that
advances the trace through the mechanism just described.

3.3. The promising queue

The promising queue is a priority queue that schedules partially
validated file candidates for fragmented reassembly. Candidates are
enqueued once they exhibit structural promise (e.g., valid headers or
partial validation) but do not yet validate as complete files. Each candi-
date carries a scheduling priority that is initialized when the candidate is
created and serialized across restart checkpoints. When a checkpoint re-
turns an active candidate to the queue, the service time consumed since
dispatch is subtracted from its priority, so candidates that have received
less service rise toward the front. A priority assigned to each file type can
additionally bias which types are serviced first; it is disabled by default.

This policy helps inexpensive candidates validate quickly while
expensive candidates are progressively deprioritized rather than monop-
olizing the pool, and it surfaces early partial results across many files
rather than complete reconstructions of a few. Reassembly threads dis-
patch the candidate that has received the least service, extend it using
format-specific logic, and invoke validators: successful reconstructions
are written and their blocks marked as covered, shrinking the remaining
search space, while unsuccessful candidates are requeued at reduced pri-
ority or abandoned if their universally unique identifier (UUID) appears
in the kill queue. Periodic maintenance enforces operator kill requests
and removes stale entries.

Example. The truncated fragments (1,2) and (6,7) enter the queue at
step 2 of the trace (Table 2), each carrying its initial priority based on
accumulated service time. Queue maintenance removes (1,2) at step 3,
when coverage makes it stale, so F1 services only (6, 7). Had the queue
emptied while unused headers or footers remained, F2 would have cre-
ated speculative candidates from those boundaries and placed them in
the same queue (F2 changes how and when candidates are created, not
how they are subsequently reconstructed). In this trace, F2 never runs
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Fig. 3. Scalpel3 processing phases. Block validation and header/footer discovery (gray) run once as initialization. Contiguous recovery (C) then restarts each time
files are recovered, since covering blocks may close gaps. Fragmented recovery (F1) periodically pauses for a C retry, then resumes. When the promising queue is
empty during reassembly, F2 deposits previously unused headers/footers as single-block candidates for F1. (For interpretation of the references to color in this figure

legend, the reader is referred to the web version of this article.)

F

D PNG-1 D JPEG D PNG-2

7 8 9 10 11 12 13

D duplicate filler D unrelated data

Fig. 4. Layout of the running example image: fourteen 16 KiB blocks. H and F mark discovered header and footer positions. PNG-1 is fragmented around the contiguous
JPEG; PNG-2 is fragmented around a filler block that recurs at block 12 and an unrelated block of compressed data.

Table 2

State changes in the running example. Blockvectors list actual block numbers;
C, D, and E are the blockmap coverage, duplicate, and exemplar flags, and T is
the reservation counter (Section 3.6).

Step Event Blockvectors Blockmap and queue effects

1 Dedup, block none
validation,

discovery

D, E on 8; D on 12; MoDiCo
confidence scores recorded; per-
block CRCs stored as PNG block
state

JPEG written, 3-4 covered; both
candidates enqueued; T set on 1,
2,6,7

2 First C pass (1,2), (6,7) created

3 Coverage merged, (1,2) removed as stale PNG-1 validates contiguously
C reruns (actual 5 is now apparent 3); 1,
2, 5 covered; T cleared on 1, 2
4 F1 extension (6,7) — (6,7,10) 8 and 9 excluded by CRC
arithmetic; 10 verified and
reserved
5 Completion (6,7,10, 11) written 6, 7, 10, 11 covered; reserva-

tions released; queue empty; F2
unused

because every discovered header and footer has been consumed when
(6,7) completes and the queue becomes empty at step 5.

3.4. Blockvectors

In Scalpel3, each reassembly candidate maintains its own blockvec-
tor, an ordered sequence of block references representing the candidate’s
current logical layout. A blockvector serves as the working context for
validating, extending, and writing files, and has two primary roles:

 Reconstruction workspace: It records logical block order and asso-
ciated metadata. Candidate bytes are accessed through the mapped
image when possible or materialized into a contiguous buffer when
required.

+ Apparent-to-actual block mapping: In collaboration with the file
mirror, it maps apparent block numbers (positions in the file mir-
ror’s current logical view after covered blocks are masked) to actual

block numbers (block positions in the original image). During
fragmented recovery, duplicate candidate choices are separately
coalesced through their exemplars.

Each slot in the blockvector contains the following:

An apparent block number, identifying the selected block in the
file mirror’s current apparent image. The slot’s blockvector index
determines its logical position in the reconstructed file.

An actual block number, denoting its position in the original image.
A validity flag, indicating whether the associated block of data has
been read and is usable.

In addition, each slot maintains a choices structure that tracks the
candidate blocks already tried and those that remain to be tried for
that blockvector index.

Reassembly strategies access the apparent-to-actual mapping
through the blockvector API. They can reason about logical file order,
such as filling slots from left to right, while preferring blocks physically
near previous selections. This supports locality-sensitive placement and
backtracking without repeatedly consulting global metadata.

Scalpel3’s default left-to-right (LR) reassembly strategy demonstrates
how blockvectors are utilized during execution. When extending a can-
didate, a block still available for the next blockvector slot is selected
and appended to the candidate. If the resulting configuration fails val-
idation or does not meaningfully improve the candidate, that block
is recorded as tried for that slot, preventing it from being retried in
the same position. In addition, the reassembly logic maintains a per-
candidate queue of the best block choices for the current slot, which
is consulted during backtracking to revisit the most promising alterna-
tives. When an appended block validates through its end, LR attempts
to extend the candidate across consecutive blocks in the apparent im-
age, using galloping to test increasingly long runs. This quickly places
regions that are logically contiguous after covered blocks are removed.
The combination enables Scalpel3 to explore many candidate config-
urations while avoiding redundant reads and minimizing validation
overhead.
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Fig. 5. Interaction between blockvectors, the actual disk layout, and the apparent logical view. When file A is validated and its blocks are covered, the remaining
fragments of file B align contiguously in the apparent image, enabling a trivial contiguous recovery effort.

Although each blockvector belongs to one candidate, the same block
may appear in multiple blockvectors across file types or candidate frag-
ments. A block remains available until it belongs to a fully validated
file and is marked as covered. This permits parallel exploration of
overlapping reconstructions.

Example. At step 4, a reassembly thread extends (6, 7). The incomplete
final IDAT chunk in block 7 declares its length, which locates the chunk’s
stored CRC. Using the per-block CRCs recorded during block validation
(Section 6), the PNG strategy filters the candidate pool arithmetically for
uncovered, PNG-plausible blocks that could complete the chunk consis-
tently with that target. The filler exemplar 8 and the unrelated block
9 are excluded without a validator call; block 10 matches, is confirmed
by the usual inflate and filter checks, and fills the next slot, giving
(6,7,10). At step 5, block 11 supplies the remaining structure and the
IEND footer, and (6,7, 10, 11) validates fully and is written. Formats with-
out such a deterministic constraint extend by trial instead: a block that
makes incremental validation regress is recorded as tried in the slot’s
choices structure, the preceding blockvector is restored, and the next
candidate block is tried. This is the backtracking used by the left-to-right
strategy described above; the trace never needs it.

3.5. The file mirror

The file mirror mediates access to the raw disk image. It maintains
both the actual image, which preserves the physical block layout, and
a dynamically updated apparent image with covered blocks removed.
Uncovered duplicate positions remain visible to contiguous recovery,
while fragmented recovery coalesces duplicate choices through their ex-
emplars. This gives threads a consistent logical view while preserving
references to actual disk blocks. The file mirror provides three principal
services:

» Apparent vs. actual address translation: The file mirror maintains
a mapping between actual block numbers (physical location on
the disk image) and apparent block numbers (logical view used
during carving). This mapping, accessed through the mirror API,
allows Scalpel3 components to navigate the shifting apparent space
as covered blocks are removed while retaining references to their
actual positions in the evidence image.

Duplicate and covered block management: Each block in the image
is tracked through metadata describing coverage and duplication
status. The file mirror exposes functions to query whether a block
is covered, a duplicate, or an exemplar copy. Covered blocks
are excluded from recovery to avoid redundant or conflicting re-
constructions. During fragmented recovery, duplicate blocks are

coalesced through their exemplar to avoid redundant validation ef-
fort; contiguous recovery retains uncovered physical copies in their
original positions.

I/0 abstraction and optimization: The file mirror mediates reads
and writes through a uniform interface. A sequential readahead
thread reduces latency during scans, while a vector write pool
handles recovered output asynchronously. Candidate data may be
accessed directly through memory mappings or materialized into
a contiguous buffer when required.

Scalpel v1 and v2 were engineered to conserve memory, which was
scarce on the machines of their era, while still carving quickly. Scalpel3
uses available memory more aggressively to improve performance. It ac-
cesses the evidence image through one read-only memory mapping that
is shared by all threads. The operating system retains as many recently
accessed image pages as available memory permits and can discard those
pages when memory is needed. The image therefore does not need to fit
in physical memory, while additional RAM allows more of the image to
remain cached. Scalpel3 separately allocates metadata proportional to
the number of image blocks and registered file types; for example, the
block confidence table uses one byte for each combination of an image
block and an active file type. Each worker also maintains bounded work-
ing buffers, so memory use increases with thread count. A configuration
option reduces aggressive allocation on systems with limited memory.

Fig. 5 shows how the actual and apparent images interact. Each file
candidate maintains a blockvector that tracks its selected blocks. The
apparent image omits validated file data while preserving mappings to
the corresponding blocks in the actual image. When File A validates
and its blocks are covered, File B becomes contiguous in the apparent
image, enabling fast recovery under mild fragmentation.

The file mirror is tightly integrated with blockvectors, which repre-
sent the working state of file candidates. Blockvectors rely on the file
mirror to translate apparent and actual block numbers, fetch block data,
and update coverage during reconstruction.

Example. Step 3 of the trace is the file mirror at work. Covering the
JPEG’s blocks 3 and 4 removes them from the apparent image, so blocks
1, 2, and 5 become consecutive in the apparent view (actual block 5
is now apparent block 3), and the retried header at block 1 reaches its
footer without interruption: PNG-1 validates completely, a fragmented
file recovered by contiguous logic alone, exactly the File A/File B in-
teraction of Fig. 5. This coverage feedback provides a cheap path for
mild fragmentation: the second contiguous pass recovers PNG-1 without
invoking fragmented reassembly.
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3.6. Blockmaps

The Blockmap is a bitmap-like data structure maintained by the
file mirror to track block coverage, duplication, and reservation status
throughout reassembly. Its purpose is threefold: (1) to implement the
coverage system controlled by the file mirror, (2) to eliminate redundant
computation by identifying duplicate blocks and exemplar relationships,
and (3) to support Scalpel3’s block reservation system.

3.6.1. Deduplication and reservations

Modern disk images frequently contain redundant data, such as filler
blocks (e.g., 0x00 or 0xFF), repeated content from backups or cloned par-
titions, or incidental duplicates of valid file data. Without deduplication,
Scalpel3 would repeatedly try identical blocks in reassembly candi-
dates, wasting computation on equivalent failures. Conversely, naively
discarding duplicates risks breaking valid contiguous fragments.

To address this, Scalpel3 implements a blockwise deduplication
model that differentiates between exemplars (the single representative
for a set of duplicated blocks), covered duplicates, and uncovered dupli-
cate blocks. Each duplicate remains visible at its actual position during
contiguous recovery, while fragmented reassembly considers only the
exemplar for the group. The blockmap includes four bits and two integer
values per block.

Covered (C): marks blocks currently excluded from recovery, typi-
cally because they belong to a fully validated file or were explicitly
covered through the blockmap toolchain.

Duplicate (D): flags blocks that are identical to one or more blocks
in the image.

Exemplar (E): indicates whether a block is the representative
instance among a group of duplicates.

Zero (Z): indicates whether a block is an all-zero block (e.g., zero
padding or sparse regions).

Reference Count (R): for exemplars, the number of uncovered
blocks in the duplicate group, including the exemplar itself; for
non-exemplars, the index of their exemplar. Uncovered nondupli-
cate blocks carry R = 1, representing a single available instance;
covering the block sets R = 0.

Reservations (T): a counter on each exemplar recording how
many in-progress candidates currently hold the block or one of its
duplicates.

Table 3 summarizes how combinations of C, D, and E are interpreted
by Scalpel3’s backend in combination with R. Exemplar blocks repre-
sent duplicate groups and carry shared state; reference counts keep an
exemplar available for fragmented recovery until every occurrence in its
duplicate group is covered.

Reservations implement a form of soft coverage that reduces con-
tention among reassembly threads. When a block enters a candidate’s

Table 3
Semantics of C/D/E flags in the blockmap: how coverage (C), duplication (D),
and exemplar (E) status determine each block j’s state.

C D E Interpretation

0 0 0 Uncovered, non-duplicate block. R[j] = 1, a single un-
covered instance (R is unused when deduplication is
disabled).

0 1 0 Uncovered duplicate, non-exemplar. Seen only by contigu-
ous recovery. R[;] stores the exemplar’s block index; the
corresponding reference count is R[R[/]].

0 1 1 Uncovered exemplar block, representing one or more
uncovered duplicates. Seen by all recovery phases. If
R[j] = 0, the block and all of its duplicates are effectively
covered.

1 0 0 Covered, non-duplicate block. No deduplication metadata.

1 1 0 Covered, non-exemplar duplicate. No longer visible.

1 1 1 Covered exemplar.

blockvector, its exemplar’s reservation counter 7T is incremented; when
it leaves, T is decremented. Through reservations, reassembly strat-
egy developers can choose to prefer blocks with smaller values of T,
while others remain eligible but are deprioritized. This logic is used by
Scalpel3’s default reassembly strategy, as it reduces fruitless validator
calls on blockvectors containing blocks that are likely to be validated
and covered soon by other candidates. However, this mechanism is op-
tional and can be applied in a strategy-dependent manner to best support
custom reassembly policies.

3.6.2. Blockmap updates

To reduce contention, Scalpel3 maintains both a primary blockmap
and a shadow blockmap. During reassembly, coverage updates accumu-
late in the shadow map, and block selection consults it to avoid blocks
already claimed in the current recovery epoch. At a periodic checkpoint,
reassembly threads become quiescent, the shadow map becomes the
new primary map, and the apparent-to-actual mappings are rebuilt. This
design avoids a global blockmap lock while still allowing fine-grained
updates to be batched efficiently. Fig. 6 shows promising candidates un-
der reconstruction alongside the primary and shadow blockmaps. The
actual image appears below with duplicate and covered blocks visible.

Example. The blockmap carries the trace’s bookkeeping. At step 1,
deduplication marks block 8 as the exemplar for its duplicate at block
12 (D and E set on 8, D on 12), so fragmented recovery never considers
block 12. At step 2 the truncated candidates set T = 1 on blocks 1, 2, 6,
and 7; removing stale (1,2) at step 3 releases blocks 1 and 2, and step
4 reserves block 10. Coverage accumulates in the shadow blockmap as
files validate. After step 2, the ordinary blockmap swap between passes
merges those updates before C runs again, shrinking the apparent view
and enabling PNG-1’s contiguous recovery at step 3. At step 5 the writ-
ten file’s blocks are covered and its reservations released; every block of
both PNGs and the JPEG ends covered, and the filler exemplar survives
uncovered with R = 2.

3.7. Validators

Block validators assess whether individual blocks are consistent with
a given file type. When MoDiCo is enabled, block validators run after its
classification pass (Section 3.7.1) and may retain or change its per-block
confidence scores. Because rejecting even one true file block can pre-
vent successful reassembly, block validators minimize false negatives;
the same block may therefore be accepted for multiple file types. Beyond
type membership, a block validator can record finer-grained labels and
other per-block metadata through the block-state API (Section 4.2.1);
the per-block CRCs that drive the running example’s reassembly step
(Section 3.2) are recorded this way. File validators evaluate the struc-
tural integrity of assembled fragments at the file level: in contiguous
recovery they test entire logically contiguous candidates, in left-to-right
(LR) reassembly they incrementally check the fragment as each block
is appended, and custom reassembly strategies invoke them at points of
their choosing. Both kinds are developer-extensible through the APIs of
Section 4.

3.7.1. Machine learning

For some file types, reliable block or file validation is difficult to
implement using manually designed structural checks alone. In such set-
tings, developers may incorporate machine learning (ML) approaches,
including the fragment classification methods discussed in Section 2.3.
Scalpel3 integrates the ONNX Runtime (ONNX Runtime Developers,
2026) into its validator and custom reassembly interfaces, so that
learned models can be invoked during carving. The primary built-in
consumer is MoDiCo, a learned block content classifier that runs at
the start of the block validation phase, before any block validator.
MoDiCo predicts per-class confidence scores for each exemplar block;
duplicate blocks inherit the confidence scores assigned to their exem-
plar. MoDiCo confidence scores influence the order in which candidate
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Fig. 6. Scalpel3’s primary and shadow blockmaps during fragmented reassembly. Candidate blockvectors at left contain selections from the actual image shown
below; repeated colors identify blocks with duplicate content. Coverage updates accumulate in the shadow blockmap and are merged into the primary blockmap at a
periodic checkpoint, producing the refreshed view used by recovery threads. (For interpretation of the references to color in this figure legend, the reader is referred

to the web version of this article.)

blocks are considered during reassembly; they do not remove blocks
from the search space. Each block validator receives the current confi-
dence, may retain or change it, and can record additional state specific to
the format. MoDiCo can be disabled per run, and inference runs on the
CPU or on available accelerators. Learned inference supplies evidence
that complements structural validation and guides reassembly decisions.
Extending learned validation and reassembly to additional file types,
and evaluating these techniques at scale, remain active research direc-
tions; MoDiCo’s development is described in Hildebrand (2026), and the
interpretability of its predictions is examined in McCain (2026).

3.8. Checkpointing

Scalpel3 uses three kinds of checkpoints. Periodic checkpoints update
the blockmap: updates accumulated in the shadow blockmap are merged
into the primary blockmap, so later recovery passes see newly cov-
ered blocks. Progress checkpoints publish in-progress reassembly work
for examination by operators and visualization tools. Restart check-
points are scheduled every 5m by default and serialize restartable state
to disk, including candidate queues, blockvectors, blockmap metadata,
carving progress, and format-specific validator and carve state. Restart
checkpoints save practitioners time by avoiding redundant computation,
safeguard progress against unexpected interruptions such as power out-
ages, and let investigators pause and resume long jobs deliberately with
little lost work. A checkpoint and exit request writes a restart check-
point when restartable state exists and then shuts down cleanly; before
restartable state exists, Scalpel3 stops without writing a checkpoint.
Only restart checkpoints concern recovery after termination; the other
two support ongoing runs.

3.9. Human in the loop carving

When processing large disk images with many fragmented files, even
modern systems with hundreds of cores and well-designed validators
cannot guarantee timely completion or alignment with case-specific pri-
orities. To address this limitation, Scalpel3 incorporates an interactive,
human-in-the-loop control facility, allowing an operator to monitor and
adjust carving operations in real time.

This interface allows analysts to tailor carving based on domain
knowledge or investigative priorities. Operators can inspect reassembly
jobs in progress, monitor block coverage, review statistics, and terminate
jobs that are unlikely to yield useful results. Because reassembly jobs are
tracked by UUID, cancellation is reliable and consistent throughout the
system. The interprocess communication (IPC) facility that supports this
command-line interface is also used by Scalpel3’s graphical visualization
facility, which can display block coverage, inspect partially recovered
files, and interactively manage carving progress.

3.10. Scalpel3 output

Scalpel3 outputs results incrementally. Fully validated files are writ-
ten as soon as validation succeeds, while partially recovered fragments
can optionally be emitted for inspection. Outputs are organized under
status directories (VALIDATED/, PROMISING/, and INPROGRESS/), with
optional subdirectories by file type. Validated and promising filenames
include the primary and clone UUIDs and a SHA-256 hash of the
contents; in-progress filenames use the UUID pair and retain a stable
pathname for monitoring. When blockvector output is enabled, Scalpel3
also records the list of actual blocks used, enabling deeper auditability
and post hoc analysis.

4. Adding new file types
4.1. Validator API

To add support for contiguous or fragmented recovery of a new
file type, developers implement a small collection of single-threaded
functions. These include a required file validator and, for many for-
mats, a block validator. Block validators determine whether individual
blocks may belong to the type, while file validators assess the valid-
ity of fragments at the file level. Block validators are optional because
some formats are better handled through header/footer discovery and
file-level validation alone, while others require block-level filtering to
make fragmented recovery practical.

4.1.1. Block validators

Scalpel3 records an integer confidence score from 0 to 100 for each
block and active file type. A block validator receives the current score,
inspects the contents of the block, and may preserve or update the
score. The score is an eligibility and ordering signal, not a calibrated
probability. Confidence values are interpreted as follows:

Invalid (0): the block cannot belong to the file type.

Low confidence (1): the block may belong to the file type, but no
stronger evidence is available.

Graded confidence (2-99): increasing confidence, such as that
supplied by a classifier.

Maximum confidence (100): a definitive positive assignment, or
the permissive default when no applicable block evidence is avail-
able.

To minimize false negatives, which can prevent entire files from val-
idating, block validators are expected to err on the side of inclusiveness.
Ambiguous blocks are marked as potentially valid and are later disam-
biguated by file validators or reassembly logic. Block validators may also
record auxiliary state, such as offsets and structural or section informa-
tion. Scalpel3 stores this state in an associated hash structure, which
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becomes read-only once block validation is complete. The block state
API is discussed below.

4.1.2. File validators
File validators examine the structure and content of fragments and
produce three outputs:

« promising: true if the fragment shows partial validity, false if
completely invalid.

« validates to: the inclusive byte offset of the last byte known to be
consistent with the file format.

« validates: true if the fragment fully validates as a complete file, false
otherwise.

These outputs directly guide reassembly. In contiguous recovery (C),
a file validator tests suspected contiguous files. When a candidate does
not fully validate but is marked promising, Scalpel3 uses validates to to
retain a shorter prefix and places it in the promising queue; a candidate
that is neither valid nor promising is discarded. In fragmented reassem-
bly (F1/F2), the file validator may be invoked incrementally as new
blocks are appended, ensuring that reconstruction proceeds only along
format-consistent paths.

4.2. State API

Scalpel3 provides state APIs that associate custom metadata with
individual blocks and candidates under reconstruction. They preserve
format-specific context across validation, reassembly, and checkpoint-
ing.

4.2.1. Block state

The block state API associates metadata with individual blocks. This
is useful for encoding information such as block type, subheader pres-
ence, or other structural hints discovered during validation. Block state
may be updated throughout block validation. Once that phase com-
pletes, it becomes immutable, ensuring consistent interpretation of the
block across reassembly attempts. Internally, state objects are retrieved
through a block hash key that abstracts over duplicates and exemplars,
ensuring consistent access to state information throughout reassembly.
The running example (Section 3.2) depends on this contract: block val-
idation records each block’s CRC32 as block state, and the F1 extension
step consults those values long after the phase that produced them has
completed.

To support extensibility, developers provide a small set of type-
specific functions for managing state, including serialization/deserial-
ization (for checkpointing), cloning, and freeing, along with optional
sizing and debugging helpers. These hooks allow Scalpel3 to man-
age block state safely while giving developers flexibility to encode
domain-specific information.

4.2.2. Carve state

The carve state APl manages metadata at the level of a reassem-
bly candidate rather than a single block. Unlike block state, carve
state is mutable throughout the carving process, allowing validators
and reassembly logic to track progress, accumulate metadata, or record
the presence of format-specific structures. Validators and reassembly
threads access carve state through a unique carve key.

Carve state uses the same management hooks as block state, so
candidate metadata can be serialized and restored across checkpoints.

4.3. Custom reassembly functions

Custom reassembly functions give developers direct control over
fragmented recovery. They use Scalpel3’s core data structures and
backend APIs to implement format-specific block selection, validation,
backtracking, and checkpoint handling.

A custom reassembly function controls a candidate’s lifecycle within
a backend reassembly thread, from initialization through final output:

Initialization: setting up a candidate’s metadata and blockvector.
Block selection and placement: identifying plausible blocks for ex-
tension based on validator results, duplication status, locality, or
domain-specific heuristics.

Validation and commitment: integrating new blocks into the can-
didate, updating state, and invoking file validators to confirm
structural consistency.

Candidate backtracking: restoring the prior state and trying alter-
native block choices after validation fails.

Checkpoint handling: returning control promptly when a check-
point is requested and preserving the candidate state needed for
serialization and resumption.

Reassembly functions can also use optional facilities such as gallop-
ing mode, in which multiple sequential blocks are tentatively placed and
the number tested grows exponentially after each successful validation.
If validation fails, the candidate is trimmed back to the last verified state
and resumes conservative block-by-block exploration. This exploits the
long contiguous runs commonly found within fragmented files and is
used by Scalpel3’s default reassembly strategy. Reassembly functions
may also use the reservation system discussed in Section 3.6.1 to prefer
blocks not held by active candidates. The default strategy uses reserva-
tions to avoid redundant validator calls on blocks likely to belong to
other candidates.

The main reassembly loop coordinates these responsibilities, iterat-
ing until a candidate either validates as a complete file or is abandoned.
Scalpel3’s default strategy is left-to-right (LR) reassembly, which in-
crementally extends a candidate by appending blocks at the tail and
invoking the file validator after each extension. In the absence of
a format-specific reassembly function, the LR strategy serves as the
baseline. Fig. 7 summarizes the LR control flow, including validation,
backtracking, and checkpoint responsiveness.

This interface lets developers add format-aware heuristics, prob-
abilistic search strategies, or placement guided by machine learning
without changing the backend.

4.4. Registering new file types

At a minimum, adding a new format for contiguous or fragmented
recovery requires implementing a file validator and registering the for-
mat in the configuration so the carver can schedule it across the relevant
search and validation phases. Block validators, custom reassembly func-
tions, and state hooks are added when the format or the recovery
strategy requires them:

Block validator (optional): flags blocks that may belong to the type
(recall-oriented; may attach block state).

File validator: checks structural validity of fragments and drives
truncation and completion signals.

State hooks (required if using state): serialization, cloning, and
freeing functions for block and candidate state.

Reassembly function (optional): type-specific strategy used in
F1/F2; if omitted, the left-to-right (LR) baseline is used.

Registration is declarative: a single configuration entry specifies the
type name, size bounds, header and footer signatures (or custom dis-
covery functions), the search direction, and function pointers for the
components above, along with a scheduling priority and, optionally,
a flag that excludes the type from fragmented recovery. Most formats
set only a few of the available fields. Once the entry is compiled in,
the backend schedules the new type through discovery, validation, and
reassembly without further integration work. The distribution includes
registration entries for all supported types.
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Fig. 7. Control flow of Scalpel3’s default left-to-right (LR) reassembly. A candidate is repeatedly extended one block at a time and revalidated; galloping accelerates
extension across runs of logically contiguous blocks that validate, trimming if it overreaches. Processing of a candidate ends in one of three ways: the candidate fully
validates and is written; a checkpoint returns it to the promising queue or a kill signal discards it; or backtracking is exhausted and the candidate is abandoned.
A custom reassembly function may reuse this overall structure, but can also control candidate state, block selection and placement, validation cadence, checkpoint

handling, backtracking, and work sharing.

5. Scalpel3 toolchain
5.1. Dataset generation

The Scalpel3 distribution includes fragmentator, a generator
for synthetic disk images with controlled fragmentation. We use
fragmentator extensively for performance studies and for developing
new file type support because it makes experiments with controlled frag-
mentation reproducible. Alongside each image, fragmentator emits a
key file recording the ground truth layout, allowing recovered files to
be compared byte for byte with the originals.

fragmentator consumes a configuration file containing global im-
age parameters and per-file placement directives. OUTPUTFILE names
the generated image, SEED makes randomized placement repro-
ducible, and BLOCKSIZE sets the image block size. ZEROPADBLOCKS and
RANDOMPADBLOCKS pad the image to a requested total block count,
whereas ZEROBLOCKS and RANDOMBLOCKS add exact numbers of stan-
dalone filler blocks. Each FILE directive begins a source file entry.
FRAGMENTED: TRUE keeps any configured header blocks contiguous and
separates each remaining file block into its own fragment; MISSING omits
specified zero-based logical file blocks; OUTOFORDER relocates specified

zero-based logical file blocks; and GAP inserts intervening blocks at a
specified boundary. For example, GAP: 5-7 inserts three blocks before
logical block 5. Together, these directives control fragmentation, gap
size, and block ordering. Fig. 8 depicts a condensed configuration file.

5.2. Blockmap maintenance

The Scalpel3 toolchain includes utilities for constructing and main-
taining the blockmap, a per-block index that records coverage, duplica-
tion relationships, and reservation metadata:

« crblockmap: Builds an initial blockmap for a disk image, detects
all-zero blocks, and performs block-level deduplication using per-
block SHA-256 hashes, with candidate duplicates confirmed by
direct block comparison. The resulting coverage and deduplication
metadata are stored in the blockmap for reuse across runs.

modblockmap: Supports offline inspection and controlled edits to
blockmap coverage state, including manually covering or uncov-
ering individual blocks or ranges. It can also ingest logs from
external recovery tools (e.g., PhotoRec) to mark their outputs as
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/* Global image parameters */
OUTPUTFILE: corpus.img

SEED: 42

BLOCKSIZE: 16384
ZEROPADBLOCKS: 0O
RANDOMPADBLOCKS: 0O
RANDOMBLOCKS: 0

ZEROBLOCKS: 0

/* Per-file directives */

FILE: filel.dat

MISSING: 1,3,5,10-20

OUTOFORDER: 2

FILE: file2.dat

FRAGMENTED: TRUE # fully fragmented after header blocks
FILE: file3.dat

FRAGMENTED: FALSE # contiguous

FILE: filed.dat

GAP: 5-7

Fig. 8. Condensed example of a fragmentator configuration file for generating a
synthetic disk image.

covered, enabling hybrid workflows in which third-party tools re-
cover certain formats while Scalpel3 focuses on the remaining
search space.

« cmpblockmaps: Compares two blockmaps to highlight changes,
primarily differences in coverage, so practitioners can quantify
progress (e.g., before vs. after a Scalpel3 run).

5.3. Blockmapfs

The Scalpel3 toolchain also includes blockmapfs, a FUSE (Filesystem
in Userspace) (The FUSE Project, 2026) filesystem that overlays a disk
image with its blockmap and exposes a view in which all covered blocks
are removed. Downstream raw content scanners and carving tools that
read the blockmapfs mount see only the uncovered portion of the image,
avoiding redundant work on data already validated by Scalpel3 or other
tools.

Combined with modblockmap, this enables modular, hybrid work-
flows.

1. Run a third-party tool (tool_1) to recover formats X/Y/Z.

2. Use modblockmap to mark the corresponding blocks as covered
(ingesting tool_1’s logs if available).

3. Run Scalpel3 on the residual space; newly validated files are also
marked as covered.

4. Mount the image with blockmapfs to expose the remaining
uncovered view.

5. Run another tool (tool_2) against this view to target formats not
handled by tool_1 or Scalpel3.

6. Format-specific carving

Because file formats differ in their internal structure (e.g., headers,
framing, alignment, compression, checksums), validator design must be
format-specific. Some formats also require custom reassembly routines,
particularly for fragmented recovery. This section describes several rep-
resentative Scalpel3 validators: PNG, JPEG, and GIF, which are the
fragmented image formats evaluated in Section 7; ELF, which illustrates
metadata-driven length recovery for a format without a footer; MP3,
which illustrates stream recovery based on chained frame structure;
and ZIP, which illustrates container validation and covers the modern
Microsoft Office formats. These descriptions concentrate on behavior:
the structures each strategy exploits and the evidence it uses. Many im-
plementation details are omitted; for those, see the released code. The
section closes with the path from a carving idea to a working experiment.

6.1. PNG file carving

The anatomy of a typical PNG file (World Wide Web Consortium,
2003) is depicted in Fig. 9: a PNG begins with an 8-byte signature, fol-
lowed by a sequence of length-prefixed, typed chunks, each protected
by a CRC: IHDR, an optional PLTE palette, one or more IDAT chunks that
carry the compressed image stream, and a terminating IEND.

The validator processes a reassembly candidate sequentially, iter-
ating over chunks and enforcing core syntactic constraints (e.g., well-
formed length and type fields, correct chunk boundaries, and matching
CRCs). For IDAT chunks, which carry the compressed image stream, the
validator performs a deeper check using a z1ib inflate context for the
validation pass. It attempts to inflate the IDAT payload to detect stream-
level errors, verifies that the zlib parameters are valid, and checks that
the decompressed scanlines use valid PNG filter types. Validation is in-
cremental: the furthest format-consistent offset becomes validates_to,
and CRC checkpoints recorded at block boundaries within IDAT data lo-
cate the last consistent block after a chunk CRC failure, so truncation of
a failing candidate is exact.

For fragmented recovery, the PNG strategy treats stored chunk CRCs
as reconstruction constraints, exploiting the linearity of CRC32 over
GF(2). Prior syntactical carvers use chunk CRCs to verify assembled can-
didates (Hilgert et al., 2019); here the constraint is inverted, selecting
blocks by solving for the required contribution rather than testing as-
semblies. Scalpel3 precomputes forward and inverse CRC shift operators
for relevant byte lengths. Writing shift,(c) for the contribution ¢ shifted
across t following bytes, a chunk with one unresolved block position
determines the required contribution exactly:

shift,(CRC(b)) = CRCgiored ® Crnown

where Cy,own combines the contributions of the already placed data.
A hash table indexes the CRCs of uncovered blocks, so a single unre-
solved position is solved by applying the inverse shift and looking up
the required block CRC. Multiple unresolved positions use structured
run and anchor searches plus meet-in-the-middle decomposition; harder
gaps use memory- and work-bounded exact paths and a block-by-block
CRC-constrained fallback that preserves known contiguous positions.
The same CRC geometry applies to ancillary and IDAT chunks. Every
proposed placement is subsequently checked by the normal structural,
inflate, and filter validation path, making acceptance of a spurious 32-
bit collision substantially less likely. This gives PNG recovery a stronger
signal than formats that lack per-chunk checksums: many local reassem-
bly decisions are checked against a deterministic CRC target rather than
ranked only by plausibility.

6.2. JPEG file carving

In contrast to PNG, the JPEG format provides no per-chunk check-
sums, which makes it the most challenging of the formats we evaluate
for fragmented recovery (Section 7). A JPEG file begins with a start-of-
image marker (0xFFD8) and a sequence of marker segments carrying
quantization and Huffman tables and a frame header, followed by a
start-of-scan marker and the entropy-coded image data, and ends with
an end-of-image marker (0xFFD9), as illustrated in Fig. 10.

The Scalpel3 JPEG validator parses this marker structure and val-
idates the entropy-coded scan by Huffman decoding it one minimum
coded unit (MCU) at a time using the file’s Huffman tables, rejecting
invalid codes and illegal byte stuffing. Restart markers (RSTn), when
present, provide resynchronization points. The last offset that decodes
cleanly is recorded as validates_to, and full validation requires the
terminating EOI marker. The validator handles both baseline and pro-
gressive scans, cross-checks its own decoder against a 1ibjpeg decoder,
tolerates zero-filled runs inside and after a candidate when they do
not invalidate its structure, and decodes a scaled preview to measure
pixel-row continuity at block boundaries.

A dedicated JPEG reassembly strategy combines structural validation
with decoded image continuity at block boundaries to rank alternative
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Fig. 9. Simplified representation of the PNG file format.
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O0xFFD8 Data 0xFFD9
Fig. 10. Simplified representation of the JPEG file format.

Header Screen Global Image LZW Image Data | Trailer

GIF89a Descriptor | Color Table | Descriptor (sub-blocks) 0x3B

Fig. 11. Simplified representation of the GIF file format.

continuations. A join may be rejected even when it decodes if it pro-
duces a severe discontinuity. The strategy searches across gaps, backfills
tails, and backtracks over ranked alternatives. Because entropy-coded
data carries no per-block checksum and an incorrect continuation often
decodes for many bytes before failing, JPEG offers weaker determin-
istic evidence for block ordering than checksum-constrained formats
like PNG; this is the root cause of its lower recovery under out-of-order
fragmentation in Section 7.

6.3. GIF file carving

A GIF file (CompuServe Incorporated, 1990) begins with a six-byte
signature (GIF87a or GIF89a) and a logical screen descriptor, option-
ally followed by a global color table, as shown in Fig. 11. The body is
a sequence of one or more image blocks, each introduced by an image
descriptor (0x2C) and an optional local color table, interleaved with ex-
tension blocks; the file ends with a single-byte trailer (0x3B). Within an
image block, the pixel data is LZW-compressed and stored as a chain
of length-prefixed sub-blocks of one to 255 bytes each, terminated by a
zero-length sub-block.

The Scalpel3 GIF validator, adapted from giflib’s giffix, validates
this structure by decompressing it: a self-contained LZW decoder walks
the sub-block chain, maintaining the code table and rejecting malformed
codes and sub-blocks that violate the length structure. As with PNG’s
inflate check, a clean decode is strong evidence that the bytes belong
together. Because GIF carries no per-chunk checksum, however, the val-
idator supplements the decode with two statistical detectors that run as
pixels are produced. The first tracks the mean absolute difference (MAD)
between consecutive decoded scanlines: correct image data yields visu-
ally coherent rows, whereas an incorrect continuation typically produces
a sharp discontinuity. The second models the LZW consumption rate
(compressed bytes consumed per decoded row), which a wrong block
perturbs even when its codes remain individually legal. Clean end-of-
information termination is tracked as an additional integrity signal, and
the furthest cleanly decoded offset is recorded as validates_to.

For fragmented recovery, the length-prefixed sub-block structure
provides an additional, GIF-specific constraint. Because sub-block
boundaries fall at predictable offsets within the compressed stream, the
validator derives a phase, the alignment of sub-block boundaries relative
to the block grid, and uses it to prioritize continuation blocks consistent
with the established chain before broader trial decoding. Together, the

LZW decode, sub-block phase, and continuity checks based on MAD and
consumption rate give GIF reassembly stronger structural and heuristic
signals than entropy-coded JPEG, which is reflected in its substantially
higher out-of-order recovery in Section 7.

6.4. ELF file carving

Executable and Linkable Format (ELF) (TIS Committee, 1995) files
are the standard executable and object format on many UNIX-like
systems, including Linux servers, embedded and IoT devices, and
Android’s native components. Recovering deleted executables matters
in intrusion cases, where malware and attacker tooling are routinely
deleted after use; ELF also illustrates a validator pattern that generalizes:
length recovery from internal metadata for a format with no footer. An
ELF begins with a fixed header followed by two key metadata tables: the
program header table (PHT), which describes loadable segments and their
file offsets, and the section header table (SHT), which describes on-disk
sections. The bulk file contents (code, data, relocations, symbols, etc.)
are organized into sections and/or segments, as illustrated in Fig. 12.

Unlike many container formats, ELF has no explicit footer. As a re-
sult, simple signature-based carvers can misestimate length and emit
unrelated trailing bytes. Scalpel3 mitigates this by estimating the file
span from internal ELF metadata. After locating and checking the ELF
header, Scalpel3 derives the extents of the ELF header, program header
table (PHT), and, when present, section header table (SHT). When an
SHT is available, Scalpel3 computes the file end as the highest offset
reached by these structures or by any section that occupies bytes in the
file, excluding zero-size and NOBITS sections such as .bss. The estimate
is rounded to a 4-byte boundary for 32-bit ELF files and an 8-byte bound-
ary for 64-bit files. Because the calculation uses absolute file offsets, it
accounts for padding between sections. These bounds generally iden-
tify the correct file length, allowing Scalpel3 to recover the complete
ELF file. Trailing padding not described by an internal ELF structure can
leave the estimated file length short by a few bytes.

The SHT is optional in ELF, so Scalpel3 cannot rely on it uncondi-
tionally. When the SHT is absent, Scalpel3 instead uses the highest offset
reached by the ELF header, PHT, or any non-null segment that occupies
bytes in the file. This provides a best-effort bound on the file span when
section metadata are unavailable.

Once a size estimate is available, contiguous recovery is straightfor-
ward. After detecting the ELF magic bytes, Scalpel3 validates the full ELF
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ELF Header PHT Section 1 Section 2 Section n SHT
Fig. 12. Simplified representation of the ELF file format.
Header Data Header Data Header Data Header Data
_/ _ _/
Frame 1 Frame 2 Frame 3 Frame n

Fig. 13. Simplified representation of the MP3 file format.

header and then validates the metadata structures at their expected off-
sets (first the PHT and, if present, the SHT). If these checks pass, Scalpel3
carves the byte range from the header to the computed end offset.

Fragmented ELF recovery requires block-level evidence that meta-
data alone cannot supply: the bulk of an ELF file (machine code,
data, and tables) has little per-block structure that a rule-based val-
idator can check efficiently. The ELF block validator therefore uses a
learned model (Waguespack, 2025), invoked through the same ONNX
Runtime integration as MoDiCo (Section 3.7.1), to classify the contents
of candidate blocks during block validation.

6.5. MP3 file carving

The MP3 format (International Organization for Standardization,
1993) lacks the kind of explicit file-level header and footer used by
many signature-based carvers. Instead, MP3 content is organized as a
sequence of frames, each consisting of a frame header followed by frame
data, as depicted in Fig. 13. Because traditional header—footer carving
assumes an explicit start marker, MP3 carving requires a different no-
tion of a “header.” When an optional container header such as ID3 is
absent, Scalpel3 treats a block as a candidate MP3 start if it begins with
a valid frame header and supports a sufficiently long chain of subsequent
headers without error.

The frame header encodes enough information (e.g., bitrate, sam-
pling rate, padding) to determine the expected length of the current
frame and thus the predicted location of the next frame header. This
structure enables detection via header chaining: if the first four bytes
satisfy MP3 frame header constraints and the derived frame length re-
peatedly lands on additional valid frame headers, confidence that the
region is MP3 increases substantially.

In practice, however, header chaining alone is not sufficient to elimi-
nate false positives: unrelated data can occasionally satisfy frame header
constraints by chance. Scalpel3 therefore combines block-level detection
with stricter file-level validation. Candidates with a consistent header
chain receive high confidence. File validation then rejects impossible
frame lengths, invalid parameter combinations, and inconsistent con-
tinuation points. If the final observed frame appears truncated by a
filesystem block boundary, the validator can return promising rather than
validates, indicating that the stream is internally consistent so far but
incomplete within the current block.

Fragmented MP3 reassembly is more challenging because frame
boundaries frequently cross filesystem block boundaries. Scalpel3
records boundary offsets when a frame extends past the end of a block (a
rear cutoff) and when a valid frame chain begins after the start of a block
(a front offset). These offsets provide lightweight join constraints: blocks
whose rear and front offsets are compatible are plausible neighbors.
When offsets are not unique, Scalpel3 uses optional frame CRC fields
when applicable and otherwise compares spectral peaks derived from

decoded audio to disambiguate joins. These techniques are developed
further in Hendrick (2025).

6.6. ZIP and office open XML file carving

The ZIP container (PKWARE, Inc., 2022) underlies both ordinary
archives and modern Microsoft Office documents. An archive stores a
sequence of entries, each with a local file header followed by option-
ally compressed data, and ends with a central directory listing every
entry and an end of central directory (EOCD) record that locates it. The
Scalpel3 ZIP validator exploits this redundancy: after matching the lo-
cal file header signature at a candidate start, it scans forward for the
EOCD, walks through the central directory, and cross-checks each cen-
tral directory entry against the corresponding local file header. The
EOCD also yields the exact file length, including any trailing archive
comment. Because the central directory summarizes the entire archive,
these checks provide strong evidence that a candidate is complete and
internally consistent.

Office Open XML documents (DOCX, PPTX, XLSX) are ZIP contain-
ers and are processed by the same validator. A post-processing step
then searches each recovered archive for characteristic entry names:
word/document for DOCX, ppt/slides for PPTX, and x1/workbook
for XLSX. Files with these markers are renamed to the corresponding
Office extension; everything else remains .zip. Classification occurs af-
ter carving because it does not affect recovery itself, only the labeling of
outputs.

6.7. Using and extending Scalpel3

Scalpel3 is an operational forensic carving tool as well as a frame-
work for recovery research. Its use and extension fall into three levels:

1. Operational forensic use. An investigator uses the existing file for-
mat support directly against an evidence image. This requires
nothing beyond installing Scalpel3.

2. Adding standard format support. A developer implements a file val-
idator and registers the format. If the validator reports useful
incremental progress as blocks are appended, the left-to-right
(LR) baseline can reconstruct fragmented candidates. Block val-
idation and state are added only when they provide useful
evidence.

3. Developing a custom recovery strategy. When the LR baseline can-
not efficiently exploit the format’s structure, a researcher can add
block evidence, checkpointable state, and a custom reassembly
function. The PNG strategy described above illustrates this level.

The PNG strategy of Section 6.1 illustrates the third level end to end.
The recovery problem involves fragmented PNGs whose fragments may
be separated by gaps or stored out of order, with no filesystem metadata
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available. The format knowledge is the chunk grammar: length-prefixed,
typed chunks, each protected by a CRC. That knowledge determines
the block validator, which records each block’s CRC32 as block state
(Section 4.2.1) during block validation. The file validator needs nothing
beyond the standard interface: it reports validates_to incrementally,
so failing candidates are truncated and enqueued as promising by the
ordinary machinery (Section 4). The LR baseline can extend such candi-
dates only by trial validation; it cannot exploit the stored CRCs, which
is why the format warrants a custom reassembly function that solves for
continuation blocks instead of enumerating them. Registration names
these components, and no backend changes are involved.

When developing or evaluating new format support, the toolchain of
Section 5 supports reproducible experiments: fragmentator generates
a test image with specified fragmentation and a ground truth key file,
crblockmap builds the image’s blockmap, and scalpel3 carves the im-
age using that blockmap, with scalpel3-ctl available for monitoring.
Outputs are organized by type and status and optionally include block-
vector listings of the actual blocks used; recovered files are compared
with the key file to determine whether they match the originals exactly,
following the methodology of Section 7.

7. Performance

This section evaluates Scalpel3’s performance: contiguous recovery
measured against PhotoRec, and fragmented recovery under three con-
trolled scenarios: gaps (GAP), out-of-order block placement (O0O), and
both together (GAP + 000).

7.1. Experimental setup and methodology

All performance experiments reported in this section were conducted
under Ubuntu on an otherwise idle workstation equipped with a 96-
core AMD Ryzen Threadripper Pro 7995WX CPU and 512 GiB of RAM.
The 96-core processor provides 192 hardware threads via simultane-
ous multithreading. We tested thread counts through 192 but report
results through 128 because additional speedup beyond 128 was not

consistent across workloads; we believe memory and cache bandwidth
are exhausted before thread counts reach the number of logical cores.

All experiments use the same corpus of 80,549 files: 52,630 PNG,
5000 ZIP, 9988 JPEG, 4929 GIF, 4997 ELF, and 3005 DOCX. The
5000 ZIP files are all multi-entry archives. Test images are generated
from this corpus with fragmentator (Section 5), which also emits the
ground truth used for scoring. All test images use a 16 KiB carving block
size. Recovered outputs are compared with ground truth; byte-for-byte
matches are reported as complete, and the tables also distinguish par-
tial, incorrect, and unrecovered files. Partial combines a correct block
sequence with a length mismatch, a correct prefix, or a recovery whose
only mismatched block is the terminal block. Incorrect means that
the best output has a nonterminal block mismatch or is a full-length
reconstruction that fails byte-for-byte verification.

Each configuration was executed twice: contiguous results report
the minimum and maximum observed runtimes, fragmented progress
curves are averaged across the two runs, and recovery tables report both
run values. Progress curves in fragmented reassembly tests count only
files accepted by Scalpel3’s validators, while the accompanying tables
classify each ground truth file by its best recovered output.

PhotoRec 7.3-WIP, which is single-threaded, serves as the perfor-
mance baseline for contiguous carving. It is a widely used open source
carver, and to our knowledge no publicly available tool performs gen-
eral fragmented reassembly (Section 2), so the comparison covers the
contiguous workload both tools share.

The evaluation supports four principal findings:

« Contiguous recovery reaches PhotoRec’s performance range while
recovering 80,524-80,525 files exactly, about 5000 more than
PhotoRec (Section 7.2, Figs. 14-16, and Table 4).

For contiguous recovery, the introduction of zero blocks at random
locations has little effect, while the introduction of random blocks
adds a modest scanning cost (Section 7.2, Figs. 15 and 16).

The massively threaded backend substantially accelerates frag-
mented recovery. GAP runtime falls from 1646 s with one thread
to 104 s with 128, while higher thread counts make validated
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Fig. 14. Contiguous recovery performance for the 80,549-file corpus with no additional padding. Scalpel3 is shown for thread counts 1-128; PR denotes single-threaded

PhotoRec 7.3-WIP. Whiskers show the minimum and maximum observed runtime.
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Fig. 15. Contiguous recovery performance for the 80,549-file corpus with ten million zero-filled padding blocks. Scalpel3 is shown for thread counts 1-128; PR
denotes single-threaded PhotoRec 7.3-WIP. Whiskers show the minimum and maximum observed runtime.
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Fig. 16. Contiguous recovery performance for the 80,549-file corpus with ten million random padding blocks. Scalpel3 is shown for thread counts 1-128; PR denotes
single-threaded PhotoRec 7.3-WIP. Whiskers show the minimum and maximum observed runtime.

results available much earlier in the harder OOO and GAP + 000 7.2. Contiguous recovery
workloads (Section 7.3, Figs. 17-19).

« Recovery accuracy reflects the structural evidence available in each
format. PNG is recovered nearly perfectly, GIF remains strong,
and JPEG is the limiting case under out-of-order fragmentation
(Sections 7.3.1-7.3.3, Tables 5-7).

This experiment evaluates contiguous carving performance against
PhotoRec. At realistic multicore thread counts, Scalpel3 stays within
PhotoRec’s performance range and recovers more files exactly.

The test includes three scenarios. Each uses the same set of contigu-
ous files, but differs in the additional blocks present in the disk image:
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Table 4

Contiguous recovery accuracy by file type. Each entry reports exact/not exact ground truth files; exact
recoveries match ground truth byte for byte, while not exact includes both outputs that failed external
validation and files that were not recovered. Both repetitions produced identical counts.

No padding Zero padding Random padding

Type Files Scalpel3 PhotoRec Scalpel3 PhotoRec Scalpel3 PhotoRec
DOCX 3005 3005/0 3003/2 3005/0 2992/13 3005/0 3003/2

ELF 4997 4981/16 2/4995 4981/16 0/4997 4981/16 0/4997

GIF 4929 4928/1 4924/5 4928/1 4927/2 4928/1 4927/2
JPEG 9988 9988/0 9985/3 9987/1 9986/2 9988/0 9986/2

PNG 52,630 52,630/0 52,625/5 52,630/0 52,531/99 52,630/0 52,625/5
ZIP 5000 4993/7 4998/2 4993/7 4998/2 4993/7 4999/1

Total 80,549 80,525/24 75,537/5012 80,524/25 75,434/5115 80,525/24 75,540/5009

Files Validated vs. Average Execution Time
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GAP fragmentation: 20% of PNG, GIF, and JPEG files fragmented
80,545 @ 104s
80,545 @ 115s
82000 80,545 @ 116s
— 80,545 @ 130s (1 thread: 80,545 @ 1646s)
80,545 @ 156s
80,545 @ 421s
80000 -
78000 -
8 76000
e
@©
iy
S
3
T 74000 1
72000 A
] e===s 4 threads
70000 8 threads
e===s 16 threads
e===s 32 threads
e===s 64 threads
e===s 96 threads
68000 - == 128 threads
66000 T T T T
80 180 280 380 480

Execution Time (s)

Fig. 17. Average recovery progress for the GAP fragmentation scenario. Each curve averages two runs and is linearly interpolated between periodic status counters
reporting files validated. Axes are cropped to 80-500 s and 66,000-84,000 files to make the multithreaded results legible; the single thread endpoint is reported
separately because it lies beyond the displayed time range. Every configuration reaches the same final count of validated files and natural completion, while additional

threads reduce the time required to do so.

(i) no additional blocks (a 103.33 GiB image), (ii) ten million zero-filled
blocks inserted at random locations, and (iii) ten million random blocks
inserted at random locations (255.92 GiB in both padded cases). Scalpel3
ran in contiguous-only mode with thread pool sizes of 1, 4, 8, 16, 32,
64, 96, and 128. Since this experiment is designed to evaluate contigu-
ous file recovery, Scalpel3 was configured to write only fully validated
files, and PhotoRec outputs were scored against the same ground truth.
Figs. 14-16 show the results.

Scalpel3 uses the blockmap to avoid searching known all-zero blocks
for headers and footers, while the random padding must be searched

because it may contain signature bytes. With random padding, PhotoRec
is faster in this contiguous-only workload, but Scalpel3 remains in the
same performance range while performing setup work that PhotoRec
does not attempt.

Across the three scenarios, Scalpel3 recovered 80,524-80,525 files
exactly out of 80,549. PhotoRec recovered 75,434-75,540 files exactly.
The difference is consistent with length estimation and overcarving
behavior in some formats, particularly ELF binaries.

Table 4 shows that Scalpel3 recovered every DOCX and PNG ex-
actly in all three scenarios, as well as every JPEG except one in the
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Fig. 18. Average recovery progress for the out-of-order fragmentation scenario. Each curve averages two runs and is linearly interpolated between periodic status
counters reporting files validated. Axes are cropped to 300-4400 s and 73,500-80,500 files to make differences among thread counts legible. Higher thread counts
reach the high recovery region much earlier, with the 64-, 96-, and 128-thread configurations converging near the end of the fixed reassembly budget.

zero-padding scenario. Its remaining shortfall consists of one GIF length
mismatch, 16 partial ELF recoveries caused by length estimation, and
seven ZIP files that were not recovered. PhotoRec’s shortfall is domi-
nated by ELF: at most two of the 4997 ELF files matched ground truth
exactly across any scenario. Most of its other file types were recovered
exactly, although the zero-padding scenario also left 99 PNG and 13
DOCX files without exact matches.

7.3. Fragmented recovery

We now evaluate fragmented recovery using three fragmentation
models on the same 80,549-file corpus: gap-based fragmentation (GAP),
out-of-order fragmentation (OOO), and their combination (GAP + 00O0).
We restrict fragmented evaluation to three representative formats: PNG,
GIF, and JPEG. In every scenario, only these files are fragmented, while
DOCX, ELF, and ZIP files are kept contiguous. Each scenario embeds
thousands of fragmented files among millions of blocks of unrelated
content. In GAP, unrelated data interrupts the logical block sequence
and divides each selected file into separate physical extents. In OOO, a
contiguous run of file blocks is removed from its logical position and
stored elsewhere in the randomized image, requiring Scalpel3 to locate
the displaced run and restore the correct ordering. GAP+00O com-
bines these disruptions at different positions in the same file. Because
out-of-order reassembly is substantially more expensive than bridg-
ing a gap (Scalpel3 must infer the correct block ordering rather than
simply close a missing range), we fragment 20% of the targeted files

in the GAP scenario but 10% in the OOO and GAP+OOO scenar-
ios, so that every thread configuration makes a reasonable amount of
progress within a practical time budget for the experiments on a single
workstation.

Each scenario was assigned a fragmented reassembly budget, mea-
sured from entry into that phase: 400 s for GAP, 3300 s for OOO,
and 5400 s for GAP+0OO0O. The GAP runs all reached natural com-
pletion before exhausting their reassembly budget. For OOO and
GAP + 000, Scalpel3 stopped at the next safe checkpoint boundary after
the budget expired and wrote a restart checkpoint. We set the budgets
empirically by running the 128-thread configuration until its validated
file count reached a substantial plateau, then choosing a practical stop-
ping point that captures the bulk of achievable recovery. The progress
figures use total elapsed time, including initialization, block validation,
header/footer discovery, contiguous file validation, and fragmented re-
assembly. Their endpoints therefore include setup time in addition to
the reassembly budget.

The three scenarios expose two complementary forms of scaling.
GAP reaches the same final validated count at every thread count,
so additional threads directly reduce time to completion. OOO and
GAP+000O retain difficult candidates at the end of the fixed bud-
get; there, additional threads primarily improve time to result and the
amount recovered within the budget. The discussion below considers
both timing and accuracy, separated by file type and by whether each
file was fragmented.
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Fig. 19. Average recovery progress for the combined GAP and out-of-order fragmentation scenario. Each curve averages two runs and is linearly interpolated between
periodic status counters reporting files validated. Axes are cropped to 400-6600 s and 73,500-80,500 files to make differences among thread counts legible. Higher
thread counts reach the high recovery region earlier, while the 64-, 96-, and 128-thread configurations converge near the end of the fixed reassembly budget.

7.3.1. Gap fragmentation

The GAP scenario uses the same 80,549-file corpus. Specifically,
10,526 of 52,630 PNG files, 986 of 4929 GIF files, and 1998 of 9988
JPEG files (20% of each type) were fragmented using a gap-based
layout, producing a 103.88 GiB image. This design isolates the behav-
ior of Scalpel3’s image reassembly strategies while preserving a large
mixed-file workload.

Every thread configuration reaches the same final count of validated
files and natural completion. Average total runtime decreases monoton-
ically from 1646 s with one thread to 421 s with four, 237 s with eight,
156 s with 16, 130 s with 32, 116 s with 64, 115 s with 96, and 104 s
with 128. Computed from the unrounded run averages, the 128-thread
result corresponds to a 15.9x speedup relative to one thread. Ground
truth scoring finds 80,525 exact recoveries (Table 5).

Table 5 provides the corresponding file type and layout breakdown
for the 128-thread runs. All 13,510 fragmented files were recovered
exactly: 10,526 PNG, 1998 JPEG, and 986 GIF. Among the unfragmented
files, every PNG and JPEG was exact, as were 3942 of 3943 GIF files; the
remaining GIF had a length mismatch. The imperfect ELF and ZIP results
are unrelated to fragmentation because those formats remain contigu-
ous in this experiment. The ELF partials arise from length estimation:
when an ELF contains trailing padding not described by any internal
table, Scalpel3’s size estimate can fall short by a few bytes (Section 6),
yielding a length mismatch rather than an exact match. The seven un-
recovered ZIP files reflect a current limitation of the ZIP validator on
certain inputs.

Table 5
Final recovery breakdown for the two GAP runs using 128 threads, separated by
file type and layout. Both runs produced identical values.

Type Layout Files Complete  Partial  Incorrect  Not
recovered
DOCX  Unfragmented 3005 3005 0 0 0
ELF Unfragmented 4997 4981 16 0 0
GIF Unfragmented 3943 3942 1 0 0
GIF Fragmented 986 986 0 0 0
JPEG Unfragmented 7990 7990 0 0 0
JPEG Fragmented 1998 1998 0 0 0
PNG Unfragmented 42,104 42,104 0 0 0
PNG Fragmented 10,526 10,526 0 0 0
ZIP Unfragmented 5000 4993 0 0 7
Corpus total 80,549 80,525 17 0 7

7.3.2. Out-of-order fragmentation

This scenario uses the same corpus, but fragments 10% of the PNG,
GIF, and JPEG files by placing some file blocks out of logical order.
Specifically, 5263 PNG files, 493 GIF files, and 999 JPEG files were
fragmented; the image is 103.33 GiB.

Out-of-order recovery makes the time-to-result benefit of parallelism
clear (Fig. 18). On average, the 128-thread configuration reaches 79,000
validated files after 806 s, compared with 1045 s for 96 threads and
1709 s for 64. By the end of the fixed reassembly budget, the 64-,
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Table 6

Final recovery breakdown for the two out-of-order runs using 128 threads,
separated by file type and layout. Where runs differ, values are reported as
run 1/run 2; single values were identical.

Table 7

Final recovery breakdown for the two combined GAP and out-of-order runs using
128 threads, separated by file type and layout. Where runs differ, values are
reported as run 1/run 2; single values were identical.

Type Layout Files Complete Partial Incorrect Not Type Layout Files Complete Partial Incorrect Not
recovered recovered
DOCX Unfragmented 3005 3005 0 0 0 DOCX Unfragmented 3005 3005 0 0 0
ELF Unfragmented 4997 4981 16 0 0 ELF Unfragmented 4997 4981 16 0 0
GIF Unfragmented 4436 4435 1 0 0 GIF Unfragmented 4436 4435 1 0 0
GIF Fragmented 493 490/489 2/3 1 0 GIF Fragmented 493 476/477 15/14 2 0
JPEG  Unfragmented 8989 8989 0 0 0 JPEG  Unfragmented 8989 8989 0 0 0
JPEG  Fragmented 999 299/277 634/648 66/74 0 JPEG  Fragmented 999 192/186 564/574 243/239 0
PNG Unfragmented 47,367 47,367 0 0 0 PNG Unfragmented 47,367 47,367 0 0 0
PNG  Fragmented 5263  5252/5253 10/9 1 0 PNG  Fragmented 5263  5226/5217 37/45 0/1 0
ZIP Unfragmented 5000 4993 0 0 7 ZIP Unfragmented 5000 4993 0 0 7
Corpus total 80549 79.811/79.789 663/677 68/76 - Corpus total 80,549 79,664/79,650 633/650 245/242 7

96-, and 128-thread configurations converge near 79,850 validated
files, while lower thread counts remain behind. Accuracy separates the
formats: PNG and GIF remain strong, while JPEG accounts for most
incomplete files (Table 6).

Table 6 gives the corresponding accuracy breakdown. All unfrag-
mented PNG and JPEG files were recovered exactly, as were 4435 of
4436 unfragmented GIF files. Among the fragmented files, 5252-5253
of 5263 PNG files were exact, 9-10 were partial, one was incorrect, and
8-9 of the partials crossed the first fragmentation boundary. Of the 493
fragmented GIF files, 489-490 were exact, 2-3 were partial, and one
was incorrect; none of the partials crossed the boundary. JPEG recovery
was lower: 277-299 of the 999 fragmented files were exact, 634-648
were partial, and 66-74 were incorrect. Only three JPEG partials in each
run crossed the first fragmentation boundary; most retained only the
initial contiguous prefix. Every fragmented file produced at least a re-
tained candidate. This difference is consistent with the formats: PNG and
GIF provide stronger structural signals for reassembly, whereas JPEG
entropy-coded data provides less deterministic evidence about arbitrary
block order.

7.3.3. Combined gap and out-of-order fragmentation

This scenario applies gap and out-of-order fragmentation to 10% of
the PNG, GIF, and JPEG files: 5263 PNG files, 493 GIF files, and 999
JPEG files were fragmented; the image is 103.39 GiB. It is the hardest
of the three scenarios, since the same file requires both bridging a gap
and reordering displaced blocks.

The combined scenario produces the strongest separation among
thread counts. On average, 128 threads reach 78,000 validated files af-
ter 1614 s, compared with 2219 s for 96 threads, 3054 s for 64, and
4545 s for 32. The 64-, 96-, and 128-thread runs converge near 79,700
validated files by the end of the fixed reassembly budget, but the higher
thread counts make most of those results available substantially earlier.
The accuracy ordering repeats: PNG remains highly reliable, GIF remains
strong, and JPEG is the limiting format (Table 7).

Table 7 gives the corresponding accuracy breakdown. All unfrag-
mented PNG and JPEG files were recovered exactly, as were 4435 of
4436 unfragmented GIF files. Among the fragmented files, 5217-5226
of 5263 PNG files were exact, 37-45 were partial, zero or one was incor-
rect, and 11-17 of the partials crossed the first fragmentation boundary.
Of the 493 fragmented GIF files, 476-477 were exact, 14-15 were
partial, and two were incorrect; one partial in each run crossed the
boundary. JPEG again accounts for most of the shortfall: 186-192 of the
999 fragmented files were exact, 564-574 were partial, and 239-243
were incorrect. Only three JPEG partials in each run crossed the first
fragmentation boundary.

8. Limitations

Fragmented reassembly requires internal structure that a validator
can check: checksums, chunk grammars, decodable streams, or metadata

with offsets and lengths. Formats without such structure, and data that
are encrypted or externally compressed, provide few constraints for re-
assembly. The JPEG results in Section 7 show the effect: entropy-coded
data supports far less accurate reordering than CRC-protected PNG.

Support for each file type is a separate research effort. An effective
fragmented recovery strategy requires a deep study of the format, in-
cluding which structures can be validated cheaply and which constraints
can prune the search. The backend supplies thread scheduling, 1/0,
block management, checkpointing, and other infrastructure, allowing
researchers to focus on support for a specific file type. It does not replace
the analysis of that format, and results for one format do not necessarily
transfer to another, but we believe that the requirement of writing only
select single-threaded functions to experiment with support for new file
types substantially reduces the required effort.

Highly speculative fragmented recovery can be computationally ex-
pensive. For damaged inputs that contain many missing blocks, for
pathological fragmentation, or with weak validators, the search space
may be effectively unbounded and there is no termination guaran-
tee (Section 7.1). Scalpel3 mitigates this with stopping criteria, restart
checkpoints, operator control, and phase ordering that postpones the
most speculative candidates until more constrained work has been
attempted.

9. Future work

An important direction is broadening fragmented recovery to addi-
tional file formats. Each format presents a distinct research problem:
identifying structures, offsets, checksums, and cross-field constraints
that can prune reassembly without rejecting valid fragments. Scalpel3’s
public validator and custom reassembly interfaces provide a common
platform for developing these strategies. Scalpel3 is open source, and
we welcome community contributions for new format support.

Beyond file type coverage, Scalpel3 provides a default left-to-right
reassembly strategy and supports format-specific custom reassembly
functions. Custom strategies already exploit the structure of their for-
mats; for the many formats that rely on the default, it is an open
question whether additional generic strategies, selectable at registra-
tion, would serve some of them better. Candidates include bidirec-
tional assembly, seam-based scoring, beam search, and constraint-based
placement; each could supplement the left-to-right strategy and be
evaluated against it under identical corpus, validation, and scheduling
conditions.

Another direction is filesystem-aware carving. Scalpel3 deliberately
operates on the raw block sequence because carving is most useful
when filesystem metadata is absent or untrustworthy. Even incomplete
knowledge of the originating filesystem could sharpen fragmented re-
covery. Allocators leave recognizable patterns: ext4 tries to keep a file’s
blocks within the same block group, small NTFS data attributes can
be resident in an MFT record, and nonresident file data is allocated
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in filesystem clusters (Linux Kernel Documentation, 2026; Microsoft,
2026). Scalpel3 can use such evidence without architectural changes:
block validators can record it, and reassembly heuristics can prefer
gap sizes and displacement patterns consistent with the allocator. The
blockmap toolchain already supports a coarse form of this coopera-
tion, since filesystem-aware tools can mark allocated regions as covered
before carving begins (Section 5).

10. Conclusions

This paper has presented Scalpel3, an extensible, massively parallel
framework for recovering both contiguous and fragmented files; to our
knowledge, no other publicly available system combines these capabil-
ities. The architecture separates three concerns: the carver orchestrates
the recovery pipeline and manages thread pools; the file mirror handles
all disk I/0, maintains the blockmap, and provides a progressively sim-
plified apparent image; and format-specific validators and reassembly
functions supply the file type knowledge needed to guide reconstruction.
This separation enables researchers to add support for new file types by
implementing format-specific validation logic and, when needed, block
validators, state hooks, or custom reassembly functions. Researchers
write these components as single-threaded code. The backend handles
parallelism, synchronization, and I/0 automatically.

The phased recovery model (C, F1, F2) prioritizes easy recoveries
first and progressively escalates to more expensive fragmented re-
assembly. Blockmap updates between successful recovery passes and
at periodic checkpoints ensure that later passes benefit from the re-
duced search space created by prior recoveries. Practical features
support real-world investigative use beyond controlled experiments:
persistent checkpointing, human-in-the-loop control via scalpel3-ctl,
block-level deduplication, and a FUSE filesystem for hybrid workflows.

Our performance results show high throughput for contiguous recov-
ery and substantial acceleration of fragmented reassembly, with higher
thread counts recovering more validated files earlier from large candi-
date sets. By releasing Scalpel3 as open source, we aim to provide a
shared platform that lowers the barrier to experimentation and helps
translate file carving research into practical tools.
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